
 

 

Abstract 
Generative and deep­learning tools for protein–ligand modelling are increasingly

used, but it is unclear whether they can reliably detect structural changes caused by

clinical mutations and how an inhibitor engages its target. This study benchmarks co­

folding, docking, and affinity­rescoring tools on PIK3CA, the catalytic p110α subunit

of PI3Kα and one of the most frequently mutated oncogenes in human cancer. A 300­

pair cross­docking matrix was built from fourteen clinical p110α variants and the wild

type, with twenty ligands spanning FDA­approved inhibitors, clinical candidates,

allosteric and isoform­selective compounds, and inactive controls. Performance was

assessed on four independent axes: experimental affinity ranking, cross­docked

specificity, mutation­driven affinity change (Δp), and pose correctness against

crystallographic references.

GatorAffinity rescoring on Boltz­2 poses gave the best affinity ranking (Spearman ρ =

0.85) and the best separation of binders from controls (AUROC = 0.88). CheapNet

(Δp ρ = 0.75) and GatorAffinity (Δp ρ = 0.67) on Boltz­2 poses both signed all five

significant mutational shifts correctly, so current models partly capture mutation­

dependent changes (preliminary). Performance depended heavily on the pose source,

and some generative models produced chemically invalid geometries.

Most critically, every pose tool placed the allosteric inhibitors in or beside the

orthosteric ATP pocket (LRMSD > 19 Å), often with high confidence, mirroring the

near­absence of allosteric PIK3CA structures in training data. Mutation­aware affinity

is partly captured; allosteric pocket recognition remains an open problem.



 

 

Chapter 1: Introduction 

1.1 Clinical and Biological Importance 

PIK3CA encodes the catalytic p110α subunit of class IA phosphoinositide 3-kinase 

(PI3Kα), a lipid kinase that phosphorylates phosphatidylinositol-4,5-bisphosphate 

(PIP2) to generate phosphatidylinositol-3,4,5-trisphosphate (PIP3). This single 

phosphorylation event recruits AKT to the plasma membrane and activates a 

downstream signalling cascade governing cell growth, survival, metabolism, and 

proliferation. Under normal physiology, the pathway is tightly regulated through the 

autoinhibitory activity of the p85 regulatory subunit and the opposing phosphatase 

PTEN; in cancer, recurrent somatic mutations in PIK3CA render p110α constitutively 

active, decoupling growth signals from their upstream regulatory inputs. The 

oncogenic relevance of PIK3CA was established by (Samuels et al., 2004), who 

identified high-frequency somatic mutations across colon, breast, brain, and lung 

cancers. The mutations were clustered in two hotspot regions of p110α corresponding 

to the helical and kinase domains. Structural characterization by (Huang et al., 2007) 

subsequently showed how these alterations modify the enzyme at the molecular level. 

The most common substitution, H1047R, increases the membrane affinity of the 

kinase domain and expands accessibility of the catalytic site. These findings 

established PIK3CA as one of the most frequently mutated oncogenes in human 

cancer and a high-priority therapeutic target. 

Drug discovery targeting PI3Kα has evolved through three broad phases. Early pan-

PI3K inhibitors; including copanlisib and buparlisib, blocked all four class I isoforms 

(α, β, δ, γ), confirming that the pathway was druggable but produced metabolic 

toxicity through off-target suppression of insulin signaling. The field moved to 

isoform-selective compounds, with alpelisib (BYL719) becoming the first FDA-

approved PI3Kα inhibitor in 2019, validated by the phase III SOLAR-1 trial in 

hormone receptor-positive, HER2-negative advanced breast cancer with PIK3CA 

mutations (André et al., 2019). More recently, inavolisib (GDC-0077) improved on 

this approach by coupling potent PI3Kα inhibition with selective degradation of 

mutant p110α protein; the INAVO120 trial demonstrated it. 



 

 

Despite these advances, a fundamental limitation persists. Orthosteric ATP-site 

inhibitors suppress both mutant and wild-type PI3Kα, causing dose-limiting 

hyperglycaemia by disrupting insulin-mediated glucose uptake in non-tumour tissue. 

This toxicity restricts dosing and, in some patients, prevents full pathway inhibition. 

(Buckbinder et al., 2023a; Hopkins et al., 2018; Varkaris, Fece de la Cruz, et al., 

2024). 

A third generation of compounds addresses this by exploiting structural distinctions 

between wild-type and mutant p110α. RLY-2608, identified through a DNA-encoded 

library screen combined with cryo-EM structure, binds a novel allosteric pocket 

accessible only in PIK3CA-mutant conformations. In clinical proof-of-concept, it 

demonstrated good tumour responses while preserving normal insulin signalling 

(Varkaris, Fece de la Cruz, et al., 2024; Varkaris, Pazolli, et al., 2024). STX-478, a 

structurally distinct allosteric inhibitor, achieves 14-fold selectivity for helical and 

kinase-domain PI3Kα mutants over the wild-type enzyme, eliminating the metabolic 

adverse effects that limit first-generation agents (Buckbinder et al., 2023b). 

This structural and clinical diversity defines the central challenge for computational 

modelling. Two distinct questions arise depending on binding mode: whether 

predicted affinity scores track experimental potency across wild-type and mutant 

receptor forms, and whether generated poses identify the correct binding site. 

1.2 Structure of the PIK3CA Catalytic Subunit 

Phosphoinositide 3-kinases are grouped into three structural classes (I, II, III) based 

on substrate specificity and domain organisation. Class I enzymes are the most 

directly relevant to cancer biology and are further divided into class IA (p110α, 

p110β, and p110δ, each paired with a p85-family regulatory subunit) and class IB 

(p110γ, which pairs with p101 or p84). All four isoforms share a conserved C-

terminal kinase domain containing an ATP-binding cleft and a hinge region, a short 

backbone segment whose carbonyl and amide groups form hydrogen bonds with the 

adenine ring of ATP and, by extension, with ATP-competitive inhibitors 

(Vanhaesebroeck et al., 2010). Despite this conserved scaffold, the isoforms differ in 

tissue distribution, regulatory mechanism, and the geometry of the selectivity pocket 

flanking the ATP cleft, differences that have been exploited to develop isoform-

selective inhibitors with reduced off-target effects (Knight et al., 2006). Among the 



 

 

four catalytic isoforms (Figure 1.1, Figure 1.2), p110α is the most frequently mutated 

in solid tumours and is the exclusive catalytic target of all compounds evaluated in 

this study. 

Figure 1.1. Ribbon representations of the class I PI3K catalytic isoforms p110α and 
p110β. Left: p110α (PIK3CA, UniProt P42336, steel blue), Right: p110β (PIK3CB, 
UniProt P42338, sage green), a class IA isoform sharing the conserved kinase domain 
and hinge region with p110α but differing in the geometry of the selectivity pocket, 
regulatory subunit interactions, and tissue-level activation context. Structures 
generated by AlphaFold3 and rendered in ChimeraX. 

Figure 1.2. Ribbon representations of the class I PI3K catalytic isoforms p110δ and 
p110γ. Left: p110δ (PIK3CD, UniProt O00329, lavender), a class IA isoform. Right: 
p110γ (PIK3CG, UniProt P48736, sand gold) Despite sharing the conserved kinase 
scaffold with p110α, all four isoforms differ at the selectivity pocket bordering the 
ATP cleft, providing the structural basis for isoform-selective inhibitor development. 
Structures generated by AlphaFold3 and rendered in ChimeraX. 



 

 

The catalytic p110α subunit (UniProt P42336) is a 1,068-residue, multi-domain 

enzyme. From N- to C-terminus, it comprises five structurally and functionally 

distinct domains. The adaptor-binding domain (ABD, residues 1–108) forms an 

obligate, high-affinity interface with the inter-SH2 coiled-coil domain of the p85 

regulatory subunit, keeping p110α structurally stable and catalytically suppressed 

under basal conditions. The Ras-binding domain (RBD, residues 140–262) mediates 

membrane recruitment by engaging GTP-bound Ras G-proteins following receptor 

tyrosine kinase activation. The C2 domain (residues 300–478) provides a membrane-

interaction surface through contacts with acidic phospholipids, supplementing Ras-

dependent localisation. The helical domain (residues 517–696) acts as a structural 

scaffold and forms the autoinhibitory contact with the nSH2 domain of p85α, the 

interaction that restrains constitutive catalytic activity. The kinase domain (residues 

697–1068) contains the ATP-binding cleft and carries out the phosphorylation of 

PIP2. 

 

The fifteen clinical mutation variants evaluated in this benchmark span all five 

domains (Table 3.1) and act through mechanistically distinct pathways, some disrupt 

regulatory contacts far from the ligand-binding site, others alter the ATP pocket 

directly, and others shift membrane affinity or electrostatic surface properties. This 

heterogeneity makes the panel a good stress test: a tool that produces plausible scores 

across variants with such different structural consequences is being asked to 

generalize well beyond the narrow orthosteric geometry it was likely trained on. It 

also allows the benchmark to probe whether predicted scores track the underlying 

physics of each variant class or simply reflect the dominant signal from the ligand. 

 

 

 

 

 

 



 

 

                     

Figure 1.3 Mutations in different domains of PIK3CA 

 

The clinical mutations evaluated in this benchmark are distributed across multiple 

structural domains of p110α (Figure 1.3). This study models p110α as an isolated 

catalytic subunit, without the p85 regulatory subunit, for several convergent reasons. 

All six crystal structures used as strict structural references in this benchmark, 7PG6 

(alpelisib), 8AM0 (inavolisib), 8EXL (taselisib), 8TSD (RLY-2608), 8TDU and 

8TGD (STX-478) confirm that inhibitor contacts are exclusively within the kinase 

domain of p110α; p85 does not form part of the drug-binding surface for any 

compound in this study. The inhibitors in the panel target either the ATP-binding cleft 

or the allosteric pocket on the kinase domain C-lobe, both of which are physically 

separated from the ABD–iSH2 and helical–nSH2 regulatory interfaces. The 

computational tools used and the rescoring models works better on single-chain 

receptor inputs and therefore p85 subunit wasn’t taken into consideration. 

1.3 The Computational Challenge 

Mutation-aware binding prediction is a more demanding task than conventional 

docking. In standard docking, a ligand is placed into a single receptor structure and 

scored; success means reproducing a known crystallographic pose or ranking a known 



 

 

binder above random decoys. In mutation-aware prediction, the comparison of interest 

is conditional: the relevant question is whether the same ligand changes recognition 

when the protein sequence is altered by a clinical mutation. This requires the model to 

encode sequence-to-structure-to-affinity relationships and not simply to recognize a 

familiar chemical scaffold in a familiar pocket. 

Recent advances in structural Artificial Intelligence(AI), AlphaFold 2 established 

near-experimental accuracy for single-chain protein structure prediction, and 

AlphaFold 3 extended to biomolecular interactions including protein–ligand 

complexes (Abramson et al., 2024; Jumper et al., 2021). Boltz-2 further extended this 

framework, jointly predicting complex structure and binding affinity from sequence 

and ligand SMILES in a single inference pass (Passaro et al., 2025). Diffusion-based 

docking models such as DiffDock-L reframe pose prediction as generative sampling 

over translational, rotational, and torsional degrees of freedom, offering rapid 

conformational exploration without grid-based constraints (Corso et al., 2022). These 

tools have substantially accelerated structure-based drug discovery workflows. The 

AlphaFold-predicted p110α structure used here as the receptor input agrees closely 

with the experimental crystal structure (Figure 1.4), supporting its use as a modelling 

template. 

 



 

 

Figure 1.4. Comparative structural alignment of the AlphaFold WT prediction (blue, 
AF-P42336-F1) on the experimental p110α crystal structure (rose, PDB 8EXL). The 
AlphaFold model has a mean pLDDT of 92.38 % with over 82 % of residues in the 
highest-confidence band and a global Cα RMSD of 0.62 Å against the crystal 
structure. 

 

A co-folding model trained predominantly on wild-type crystallographic data can 

place a ligand in the correct pocket of a mutant structure while assigning a confidence 

score that does not reflect whether the mutation actually changes binding affinity. 

Similarly, a rescoring model that achieves strong Spearman rank correlation across a 

curated affinity set may be recovering ligand-class information distinguishing high-

affinity PI3Kα binders from unrelated kinase inhibitors rather than encoding the 

subtle, mutational variant-specific differences within the same chemical class. 

 

This study evaluates tools across three methodological paradigms that differ in their 

input requirements and output modalities.  

A) Co-folding models, represented here by Boltz-2 and Protenix, generate 

protein–ligand complex structures directly from sequence.  

B) Structure-based docking and affinity models, represented by FlowDock, 

DiffDock-L, GNINA, AutoDock Vina, and TankBind, receive an explicit 

receptor structure alongside the ligand and sample binding conformations 

through learned or physics-guided search.  

C) Affinity rescoring models, including CheapNet, GatorAffinity, DualBind, and 

GIGN, receive pre-generated protein-ligand complexes and return affinity 

estimates conditioned on the pose source. PLAPT is a sequence-only affinity 

model that takes protein sequence and ligand information without an explicit 

complex. Evaluating these paradigms across the 300-pair matrix therefore tests 

whether signal is carried by the ligand, by the generated pose, by the variant 

sequence, or by the scoring model itself. 

1.4 Aims and Objectives 

Current docking, co-folding, and rescoring tools do not capture inhibitor recognition 

equally well across all evaluation axes. Affinity scores are partly driven by the 



 

 

potency of the ligand itself rather than by variant-specific binding, mutation-response 

signals appear only in certain tool and pose combinations, and pose accuracy varies 

independently of scoring performance. 

 

This study pursued four objectives. First, a 300-pair cross docking benchmark matrix 

was constructed by crossing 15 p110α variants with 20 ligands spanning approved 

inhibitors, clinical candidates, allosteric compounds, isoform-selective agents, and 

inactive controls. Second, a curated affinity subset of 19 biochemical measurements 

drawn from primary literature and BindingDB (Gilson et al., 2016) was assembled to 

serve as ground truth for rank-ordering analysis. Third, all generated poses were 

assessed for structural quality against six crystallographic references using local root 

mean square deviation (LRMSD) (Su et al., 2019) and PoseBusters (Buttenschoen et 

al., 2023) physical-validity checks. 

1.5 Scope and Limitations 

The benchmark evaluated under a standardized protocol. The affinity ground truth is 

small (n = 19) because only direct biochemical measurements from recombinant 

PI3Kα assays were included, matched IC₅₀ and Kᵢ values for this exact variant panel 

are scarce in the literature, and cell-based or computationally derived values were 

excluded to avoid conflating biological endpoint with computational estimate. The 

specificity label set is broader (n = 202) but strict active/inactive classification is 

available only for the 19-row biochemical subset. Mutant structures were generated 

by PyMOL’s mutagenesis module from the wild-type model rather than from 

experimentally determined coordinates, so backbone differences between variants are 

minimal. 

 

 

 



 

 

Chapter 2: Literature Review 

2.1 Free Energy Methods as the Accuracy Reference 

Alchemical free energy perturbation (FEP) is the most physically rigorous 

computational approach to predicting how a protein mutation alters ligand binding 

affinity. By coupling molecular dynamics simulations to non-physical transformations 

FEP estimates the change in binding free energy (ΔΔG) through a thermodynamic 

cycle. (Aldeghi et al., 2018) showed that consensus FEP approaches achieve RMSE 

values of approximately 1.01 kcal/mol on the PLATINUM database, a manually 

curated set of over 1,000 experimentally measured mutation effects on structurally 

defined protein–ligand complexes (Pires et al., 2015a). FEP's primary limitation is 

throughput: each mutation requires tens of nanoseconds of simulation, making 

systematic screening of large variant-by-ligand matrices impractical. Additionally, 

(Schindler et al., 2020) showed that starting pose quality has a larger effect on FEP 

accuracy than simulation length, motivating independent assessment of structural 

quality in any pipeline that uses faster pose generators as input to downstream 

scoring. 

2.2 Docking, Co-folding, and Pose Prediction 

The Comparative Assessment of Scoring Functions (CASF-2016) standardised the 

evaluation of docking methods across 285 protein–ligand complexes, reporting four 

performance axes: scoring power, ranking power, docking power, and screening 

power. The analysis found that docking power, reproducing the crystallographic pose 

was more reliably captured than affinity ranking across diverse targets (Su et al., 

2019). 

Generative AI docking and co-folding models have substantially changed the 

performance landscape. Co-folding models extend this further by jointly predict 

complex structure from protein sequence and ligand SMILES in a single inference 

pass, incorporating learned sequence-to-structure relationships that fixed-backbone 

docking cannot access. The PoseX cross docking benchmark (Jiang et al., 2026) 

evaluated these methods across 1,312 cross-docking entries spanning 109 protein 

targets and found that AI models consistently outperform physics-based methods on 

cross-docking pose reproduction, the scenario most relevant to multi-variant 



 

 

benchmarking where an experimental receptor structure for every variant does not 

exist. PoseBusters (Buttenschoen et al., 2023) introduced a complementary validity 

test suite demonstrating that geometric accuracy alone is insufficient: a large fraction 

of AI-generated poses that pass RMSD thresholds still violate basic chemical and 

stereochemical constraints. 

2.3 Structure-based Affinity Scoring and the Domain-Shift Problem 

Deep learning scoring models trained on PDBbind commonly report Spearman 

correlations above 0.7 on the CASF-2016 core set, but performance degrades 

substantially when the target or chemical series falls outside the training distribution, 

a well-documented domain-shift problem. Models that achieve strong benchmark 

numbers through memorisation of PDBbind training chemistry cannot be expected to 

generalise to a target-specific, mutation evaluation. Classical scoring functions 

(empirical, force-field, and knowledge-based) trade physical grounding for speed and 

have been progressively displaced on PDBbind leaderboards by machine learning 

approaches from Random Forest to flow matching models. The benchmark gains, 

however, are partly artefactual: CASF-2016 test complexes share high sequence and 

scaffold similarity with PDBbind training entries, and performance drops substantially 

when evaluation is restricted to a previously unknown dataset and independent 

evaluations have found that affinity output of many models does not deliver the 

claimed precision in practice. (Wan et al., 2026) showed that confidence scores were 

compressed above 0.80 for all compounds tested across two large target libraries, 

providing effectively no discriminatory power between strong and weak binders, and 

that predicted affinities clustered within a narrow range regardless of true potency 

2.4 Existing Benchmarks and the Gap This Study Addresses 

The CASF-2016 and PoseX (Jiang et al., 2026) frameworks evaluate docking and 

scoring across diverse, unrelated targets but include no mutated proteins: each entry is 

a single protein sequence paired with a single ligand, also known as Self Docking. 

PLATINUM specifically addresses mutation effects on binding but aggregates 

mutations from hundreds of proteins and ligands, so it cannot probe how a given set 

of tools ranks binding across a defined clinical variant panel for a single target. No 

existing benchmark simultaneously evaluates pose quality, affinity ranking, selectivity 



 

 

discrimination, and mutation-delta prediction for a single oncogenic kinase across a 

curated panel of approved and investigational inhibitors. Table 2.1 summarizes these 

differences. 

Table 2.1 Comparison of established benchmark frameworks and this study. 
CASF-2016; PoseX; PLATINUM. 

      Feature      CASF-2016      PoseX PLATINUM          This Study 

N entries / pairs 285 1,312 (cross-
dock) 

>1,000 
mutations 300 (15 × 20) 

Single target No No No Yes (PI3Kα) 

Variant / 
mutation panel No No Multi-protein 15 clinical variants 

Affinity ground 
truth Yes No ΔΔG only p-scale = pIC₅₀ / pKᵢ 

(n = 19) 

Pose correctness Yes Yes No Yes (6 crystal refs) 

Specificity labels No No No Yes (n = 202) 

Delta p-scale 
affinity (Δp) No No Yes (cross-

target) Yes (9 matched pairs) 

Allosteric ligands No No No Yes 

Approved / 
clinical drugs No No No Yes 

 

This study fills that gap by constructing a 300-pair matrix that fixes the target and 

varies both sequence (15 clinical variants of PI3Kα) and chemistry (20 ligands 

spanning orthosteric and allosteric binding modes). The design isolates variant-

specific recognition from ligand-identity priors, a confound that multi-target 

benchmarks cannot control for and provides a structured test of whether current tools 

can distinguish mutation-sensitive from mutation-insensitive binding events in a 

clinically relevant setting. 

 

 

 

 

 

 



 

 

 

3. Materials and Methods 

3.1 Benchmark Design 
The benchmark included 300 cross docking protein–ligand test cases, each 

corresponding to one p110α variant. The wild-type p110α sequence was obtained 

from UniProt entry P42336, and downloaded from AlphaFold Database (AF-P42336-

F1-v6) and all mutant models were derived via PyMOL’s mutagenesis module. The 

variant panel includes wild-type p110α, common oncogenic hotspot mutations, rare 

clinical variants, and ATP-pocket resistance-associated mutations. The ligand panel 

includes PI3Kα-selective orthosteric inhibitors, mutant-selective allosteric inhibitors, 

pan-PI3K inhibitors, isoform-selective PI3Kδ/γ controls, kinase decoys, and negative 

controls. Unlike classical scoring benchmarks such as CASF-16 which doesn’t ranks 

scoring-functions from docking, or mutation-affinity database such as PLATINUM 

(Pires et al., 2015b) which aggregate mutation effects across many protein–ligand 

systems, this benchmark evaluates mutation-aware ligand recognition within a single 

clinically relevant oncogenic target. It is also complementary to recent benchmarks 

such as PoseX, which emphasizes self-docking and cross-docking pose accuracy, and 

DAVIS-Complete, which evaluates affinity prediction across modified kinase 

sequences (Jiang et al., 2026; Wu et al., 2025). 

Table 3.1 Variant panel used in the p110α benchmark. 

Variant Domain Category Rationale 

WT — Wild-type 
reference 

Baseline receptor for all ligand and mutation 
comparisons. 

H1047R Kinase 
domain 

Hotspot 
oncogenic 
mutation 

Major PIK3CA hotspot (~20% of all PIK3CA-
mutant tumors); important for mutant-selective 
inhibitor response and allosteric inhibitor 
evaluation (Menteş et al., 2022; Samuels et 
al., 2004). 

E542K Helical 
domain 

Hotspot 
oncogenic 
mutation 

Common helical-domain mutation, included to 
test whether models capture non-local 
mutational effects on inhibitor binding, 
particularly the reported reduction in inavolisib 
and serabelisib binding (Menteş et al., 2022; 
Samuels et al., 2004). 

E545K Helical 
domain 

Hotspot 
oncogenic 

Common hotspot close to E542K; included to 
test whether models distinguish related helical-



 

 

Variant Domain Category Rationale 
mutation domain variants (Menteş et al., 2022; Samuels 

et al., 2004). 

H1047L Kinase 
domain 

Clinical hotspot 
variant 

Alternative H1047 substitution (~4% of 
PIK3CA-mutant tumours); tests sensitivity to 
different amino-acid replacement at the same 
oncogenic position (Samuels et al., 2004). 

M1043I Kinase 
domain 

Rare clinical 
variant 

Located near the activation-loop region; with 
gain-of-function via activation-loop hinge 
alteration (Gymnopoulos et al., 2007). 

G1049R Kinase 
domain 

Rare clinical 
variant 

Introduces a charged residue into the catalytic 
loop; one of the strongest activating rare 
variants. Tests structural and electrostatic 
sensitivity. Sensitive to alpelisib, BEZ235, 
MK2206, trametinib; resistant to buparlisib 
(Dogruluk et al., 2015) 

Q546K Helical 
domain 

Rare/helical 
clinical variant 

Helical-domain mutant; disrupts inhibitory 
PIK3R1-nSH2 interaction. Included to expand 
beyond E542K/E545K hotspots (Gymnopoulos 
et al., 2007). 
 

E726K Kinase 
domain 

Distal variant Resistance to RLY-2608. Most frequent co-
occurring "second hit" mutation in cis with 
E545K/E542K/H1047R (Varkaris, Fece de la 
Cruz, et al., 2024). 

N345K C2 domain Rare clinical 
variant 

Tests whether models respond to mutations 
outside the ATP pocket. C2 domain mutation 
that increases positive surface charge, enhancing 
membrane recruitment (Gymnopoulos et al., 
2007). 

C420R C2 domain Rare clinical 
variant 

Disrupts disulfide bond, alters membrane 
interaction surface (Gymnopoulos et al., 2007). 

R88Q ABD Rare clinical 
variant 

Increases Akt/S6 phosphorylation despite being 
distal to catalytic domains, included to test distal 
mutation sensitivity (Oda et al., 2008). 

W780R Kinase / ATP-
pocket region 

Resistance-
associated 
variant 

Direct ATP-pocket steric perturbation. W780 is 
conserved across all 4 PI3K isoforms; W780R 
replaces bulky tryptophan with charged arginine, 
directly occluding orthosteric inhibitor binding. 
Causes universal resistance to alpelisib, 
inavolisib, pictilisib, and taselisib (Varkaris, 
Fece de la Cruz, et al., 2024). 

Q859H Kinase / ATP-
pocket region 

Resistance-
associated 
variant 

Unique to PI3Kα among isoforms. Q859 forms 
dual reciprocal H-bonds with the amide group in 
α-selective inhibitors (alpelisib, inavolisib). 
Q859H disrupts these H-bonds, selectively 
impairing α-selective but not pan-PI3K 
inhibitors. Tests whether models detect isoform-
specific variants (Varkaris, Fece de la Cruz, et 



 

 

Variant Domain Category Rationale 
al., 2024). 

Q859K Kinase / ATP-
pocket region 

Resistance-
associated 
variant 

Same position, different positive substitution 
(lysine vs histidine). Disrupts the same H-bond 
network. Tests whether models distinguish 
distinct steric/geometric perturbations at the 
same pocket residue (Varkaris, Fece de la Cruz, 
et al., 2024). The full set of inhibitors 
evaluated in the benchmark, with their 
categories and target context, is listed in 
Table 3.2. 

Table 3.2 Ligand panel used in the p110α benchmark. 

Ligand Category Role Rationale 
Alpelisib PI3Kα-

selective 
orthosteric 
inhibitor 

Positive control FDA-approved PI3Kα inhibitor; 
equipotent against WT and mutant 
(H1047R, E545K, E542K); core reference 
for ATP-site recognition (Fritsch et al., 
2014). 

Inavolisib PI3Kα-
selective 
orthosteric 
inhibitor  

Positive control >300-fold selective over other class I 
PI3K isoforms; uniquely combines ATP-
competitive inhibition with mutant-
selective p110α degradation (Hanan et 
al., 2022). 

Taselisib PI3Kα-
selective 
orthosteric 
inhibitor 

Positive control β-sparing PI3Kα/δ inhibitor, >30-fold 
over PI3Kβ; co-crystal (Ndubaku et al., 
2013). 

Serabelisib PI3Kα-
selective 
orthosteric 
inhibitor 

Positive control >100-fold selectivity over other class I 
PI3K isoforms and mTOR; clinical data in 
PIK3CA-mutated patients (Juric et al., 
2017). 

RLY-2608 / 
Zovegalisib  

PI3Kα-
selective 
allosteric 
inhibitor 

Positive / 
allosteric test 

First-in-class pan-mutant-selective 
allosteric PI3Kα inhibitor; 12× selective 
for H1047R over WT; binds cryptic 
pocket outside ATP site (Varkaris, Fece 
de la Cruz, et al., 2024). 

STX-478 PI3Kα-
selective 
allosteric 
inhibitor 

Positive / 
allosteric test 

Allosteric PI3Kα inhibitor, 14× selective 
for H1047R over WT (Buckbinder et al., 
2023a). 

Buparlisib Pan-PI3K 
inhibitor 

Positive PI3K 
binder 

Inhibits all four class I PI3K isoforms; 
≥50-fold selectivity over other protein 



 

 

kinases (Maira et al., 2012). 

Copanlisib Pan-PI3K 
inhibitor 

Positive PI3K 
binder 

Pan-class I PI3K inhibitor with sub-
nanomolar IC₅₀ against PI3Kα and PI3Kδ 
(N. Liu et al., 2013). 

Pictilisib Pan-PI3K 
inhibitor 

Positive PI3K 
binder 

Potent class I PI3K inhibitor (Folkes et 
al., 2008). 

ZSTK474 Pan-PI3K 
inhibitor 

Positive PI3K 
binder 

ATP-competitive pan-class I PI3K 
inhibitor (Kong & Yamori, 2007). 

Duvelisib PI3Kδ/γ-
selective 
inhibitor 

Negative 
control, 
Isoform-
selective  

Potent oral dual inhibitor of PI3Kδ and 
PI3Kγ; tests discrimination between 
PI3Kα and related PI3K isoforms 
(Winkler et al., 2013). 

Idelalisib PI3Kδ-selective 
inhibitor 

Negative 
control, 
Isoform-
selective 

40 to 300-fold selective for p110δ over 
other class I PI3K enzymes (α/β/γ); tests 
whether PI3K-family binding is conflated 
with PI3Kα specificity (Lannutti et al., 
2011). 

Parsaclisib PI3Kδ-selective 
inhibitor 

Negative 
control, 
Isoform-
selective 

Next-generation PI3Kδ inhibitor with 
≥19,000-fold selectivity over other class I 
PI3K isoforms; adds stringent isoform-
level challenge (Shin et al., 2020). 

Imatinib BCR-Abl 
kinase inhibitor 

Kinase decoy ATP-competitive BCR-Abl inhibitor 
(non-receptor tyrosine kinase); tests 
whether tools confuse protein-kinase 
binders with lipid-kinase PI3Kα (Druker 
et al., 2001). 

Erlotinib EGFR kinase 
inhibitor 

Kinase decoy Reversible ATP-competitive EGFR 
inhibitor (receptor tyrosine kinase); tests 
whether tools conflate upstream RTK 
pathway partners with direct PI3Kα 
binding (Shepherd et al., 2005). 

Lapatinib EGFR/HER2 
kinase inhibitor 

Kinase decoy Dual EGFR/HER2 ATP-competitive 
inhibitor; large kinase inhibitor, 
chemically plausible but biologically 
incorrect for PI3Kα (Wood et al., 2004). 

Olaparib PARP inhibitor Non-kinase 
decoy 

PARP inhibitor (nuclear DNA repair 
enzyme); unrelated to PI3Kα strongest 
negative control for pathway specificity 
(Fong et al., 2009). 

Palbociclib CDK4/6 
inhibitor 

Kinase decoy Selective CDK4/6 inhibitor (cell-cycle 
kinase downstream of PI3K/AKT); tests 
whether tools attribute binding based on 
pathway proximity (Fry et al., 2004). 

Tamoxifen Estrogen 
receptor 
modulator 

Non-kinase 
decoy 

Selective estrogen receptor modulator 
(nuclear hormone receptor); tests whether 
purely hydrophobic/hormonal compounds 
are mis-scored as PI3Kα binders 
(Osborne, 1998). 

Vemurafenib BRAF inhibitor Kinase decoy Selective ATP-competitive inhibitor of 



 

 

mutant BRAF (serine/threonine kinase in 
MAPK pathway); not related to PI3Kα 
(Joseph et al., 2010). 

 

The ligand panel was designed to create a graded specificity challenge and it’s not a 

simple binder-versus-decoy task. PI3Kα-selective and pan-PI3K inhibitors define the 

positive binding space, while isoform-selective PI3Kδ/γ inhibitors test whether 

models can distinguish PI3Kα recognition from related PI3K-family binding. Kinase 

inhibitors and unrelated drugs provide additional negative controls with different 

levels of chemical and biological difficulty. The inclusion of RLY-2608 and STX-478 

adds a separate allosteric challenge, because these ligands require recognition of 

cryptic or mutation-dependent binding-site states rather than conventional ATP-

pocket binding. 

3.2 Chemical Diversity of the Ligand Library 
To evaluate whether the ligand panel is structurally diverse enough for a specificity 

benchmark, pairwise chemical similarities were quantified using the Tanimoto 

coefficient. Each ligand was encoded as a Morgan2 fingerprint (ECFP4), a binary bit 

vector of length 2048 that records the presence or absence of circular substructural 

fragments within a radius of two bonds from each heavy atom (Rogers & Hahn, 

2010).  

For two ligands A and B, let: 

a = the number of substructural features present in ligand A (bits set to 1 in its 

Morgan2 fingerprint) 

b = the number of substructural features present in ligand B 

c = the number of substructural features present in both A and B (bits set to 1 in both 

fingerprints) 

The Tanimoto coefficient is then: 

!(#, %)= '
(+)-' 

 



 

 

The denominator represents the union of features present in either molecule, while the 

numerator counts their intersection. The coefficient ranges from 0, when no 

substructures are shared, to 1, when both molecules contain an identical set of 

substructural features. With 20 ligands, there are *202 - =190 unique pairwise 

comparisons in the upper triangle of the 20 × 20 similarity matrix. 

 

Figure 3.1 Pairwise Tanimoto similarity matrix and distribution of the ligand library 

 

The ligand panel was first examined to determine whether the specificity task could 

be explained by gross chemical separation between positives and controls. Across the 

20 ligands, 190 unique non-self pairwise Tanimoto comparisons were obtained. The 

overall distribution was low and narrow, with a mean coefficient of 0.133 and a 

Standard Deviation (SD) of 0.052 with a median of 0.129, consistent with the 

predominantly low off-diagonal similarities in the heatmap (Figure 3.1). The highest 

similarity was observed between Duvelisib and Idelalisib (Tanimoto = 0.526), and 

this was the only pair above 0.40. Comparisons between PI3Kα-positive ligands and 

negative-control ligands gave a mean similarity of 0.120, close to the full-library 

average. This indicates that the positive and negative groups are not separated simply 

by broad chemical dissimilarity, supporting the use of the panel for specificity 

analysis. In this context, successful separation by a tool is more likely to reflect its 

scoring behaviour across ligand-target contexts rather than a trivial distinction 

between chemically unrelated compound groups. 



 

 

 

Figure 3.2 Principal Component Analysis (PCA) of ligands 

 

Each ligand was represented by its Tanimoto similarity profile against all 20 ligands, 

and the first two principal components were plotted to show how the panel is 

distributed in chemical-similarity space (Figure 3.2). PC1 and PC2 explained 13.40% 

and 9.58% of the variance, respectively, indicating that the chemically, the ligands are 

pretty distinct. 

3.3 Experimental Ground Truth 

Experimental affinity evidence was curated separately from the full 300-combination 

score matrix. A combination was included in the quantitative affinity subset only 

when a direct biochemical IC₅₀ or Kᵢ value could be assigned to the ligand–variant 

pair. 

Experimental reference data were assembled from three sources: BindingDB, manual 

extraction from literature for all 300 ligand-variant pairs.  



 

 

Only pairs with a direct biochemical IC₅₀ or Kᵢ measurement assay were admitted as 

ground truth; cell-based functional readouts, and computational predictions were 

excluded. 

 

IC₅₀ values were converted to pIC₅₀ and Kᵢ values to pKᵢ to a uniform p-scale which is 

described in detail in section 3.4.4. The resulting curated biochemical subset is given 

in Table 3.3. 

Table 3.3 Curated biochemical p-scale subset (n=19). 

Ligand Variant Endpoint Value (nM) p-scale Source 
Alpelisib E545K IC₅₀ 4.0 8.40 (Fritsch et al., 2014)  

Alpelisib H1047R IC₅₀ 4.8 8.32 (Fritsch et al., 2014) 

Alpelisib WT IC₅₀ 4.6 8.34 (Fritsch et al., 2014) 

Buparlisib WT IC₅₀ 52 7.28 (Maira et al., 2012)  

Copanlisib WT IC₅₀ 0.5 9.30 (N. Liu et al., 2013) 

Inavolisib E542K Kᵢ 0.016 10.80 (Hanan et al., 2022) 

Inavolisib E545K Kᵢ 0.014 10.85 (Hanan et al., 2022) 

Inavolisib H1047R Kᵢ 0.009 11.05 (Hanan et al., 2022) 

Inavolisib WT Kᵢ 0.038 10.42 (Hanan et al., 2022) 

Pictilisib WT IC₅₀ 3.0 8.52 (Folkes et al., 2008) 

RLY-2608 H1047R IC₅₀ 4.0 8.40 (Varkaris, Fece de la 
Cruz, et al., 2024) 

RLY-2608 WT IC₅₀ 48 7.32 (Varkaris, Fece de la 
Cruz, et al., 2024) 

Serabelisib WT IC₅₀ 15 7.82 (Jessen et al., 2011) 

STX-478 E542K IC₅₀ 113 6.95 (Buckbinder et al., 
2023a) 

STX-478 E545K IC₅₀ 71 7.15 (Buckbinder et al., 
2023a) 

STX-478 H1047R IC₅₀ 9.4 8.03 (Buckbinder et al., 
2023a) 

STX-478 WT IC₅₀ 131 6.88 (Buckbinder et al., 
2023a) 

Taselisib WT 0.29 9.54 

ZSTK474 WT IC₅₀ 16 7.80 (Kong & Yamori, 
2007) 

 

Kᵢ (Ndubaku et al.,
2013)



 

 

A second ground-truth view was constructed for mutation perturbation (01). For 

ligands with both a WT and mutant biochemical value measured on the same endpoint 

type, the experimental mutation delta was calculated as: 

01 = 1(234(54) - 1(6!)	

A positive Δp indicates that the mutant binds the ligand more potently than WT.  

The corresponding fold-change in raw potency was calculated from the absolute delta 

value: 

Fold-change=10|"#|;  |01| ≥ 0.30,  10$.&$ ≈ 2 

Thus, a Δp value of +1.0 represents a tenfold increase in potency relative to WT, 

while a Δp value of approximately ±0.30 corresponds to an approximately twofold 

potency shift. Deltas exceeding the two-fold threshold ∣Δp∣≥0.30 were considered 

significant enough for tool evaluation, as smaller differences may fall within assay-

level variability. Five of the nine calculated deltas met this criterion (Kramer et al., 

2012). 

Table 3.4 Experimental WT-mutant p-scale deltas (n=9). 

Ligand Variant p(WT) p(mut) Δp Fold-change Considered 
RLY-2608 H1047R 7.32 8.40 +1.08 12 Yes 

STX-478 E542K 6.88 6.95 +0.06 1.2 No 

STX-478 E545K 6.88 7.15 +0.27 1.8 No 

STX-478 H1047R 6.88 8.03 +1.14 14 Yes 

Alpelisib E545K 8.34 8.40 +0.06 1.2 No 

Alpelisib H1047R 8.34 8.32 −0.02 1.0 No 

Inavolisib E542K 10.42 10.80 +0.38 2.4 Yes 

Inavolisib E545K 10.42 10.85 +0.43 2.7 Yes 

Inavolisib H1047R 10.42 11.05 +0.63 4.2 Yes 
 

The nine paired mutation deltas cover three hotspot variants (E542K, E545K, 

H1047R); rare mutations, ATP-pocket resistance mutations, and distal mutations have 

no paired experimental reference and therefore excluded. 



 

 

3.4 Computational Tool Families and Evaluation Settings 
Co-folding models jointly predict protein–ligand complex structure and binding 

affinity from protein sequence and ligand SMILES, with no requirement for a pre-

existing receptor structure. Structure-based docking and affinity models receive the 

AlphaFold-derived p110α receptor structure and a ligand SDF file as input, sampling 

binding poses and optionally predicting affinity scores. Affinity rescoring models 

operate on pre-generated three-dimensional protein–ligand complexes and produce 

binding affinity estimates; PLAPT is a sequence-only variant in this category that 

requires no three-dimensional pose. Boltz-2 and DiffDock-L poses were used as 

inputs to the three structure-dependent rescoring models, enabling analysis of whether 

affinity predictions remain stable across pose generators. Protenix was retained solely 

for structural quality control and was not included in the affinity or specificity scoring 

panel. Unless otherwise stated, all tools were run with default inference parameters as 

recommended in their original publications, and all computations were performed on 

NVIDIA A100 GPUs. 

Ligand SMILES and 3D structures (SDF) were retrieved from PubChem and 

ChEMBL for all 20 compounds. The complete set of tools evaluated, with their 

families and run settings, is summarized in Table 3.5.  

3.4.1 Biomolecular Co-folding Models 

Co-folding models are relevant to this benchmark because they generate the receptor 

conformation and the ligand pose together from sequence and ligand chemistry, rather 

than docking into a fixed experimental structure. For a mutation-aware task this is 

attractive in principle: the oncogenic substitutions studied here, the helical-domain 

hotspots E542K and E545K and the kinase-domain hotspot H1047R, act by altering 

protein conformation and regulatory contacts, so a method that builds the pocket from 

the mutant sequence could in theory reflect those changes. The corresponding 

limitation is that a co-folding model can only reproduce conformations represented in 

its training data; a cryptic site that is rarely captured in public structures, such as the 

allosteric pocket engaged by mutant-selective inhibitors, may not be generated even 

when the mutant sequence is supplied. 

 

 



 

 

Boltz-2 

Boltz-2 (Passaro et al., 2025) is a biomolecular foundation model that jointly predicts 

protein–ligand complex structure and binding affinity within a single framework. Its 

diffusion module samples the three-dimensional complex from sequence, MSA, and 

ligand representations, while a coupled affinity head estimates a continuous IC₅₀-scale 

value from the final predicted complex state, making it the first deep learning model 

to approach the accuracy of physics-based free-energy perturbation methods on 

binding affinity benchmarks. 

GitHub Repository: https://github.com/jwohlwend/boltz 

Running Parameters: Default inference settings: recycling_steps = 3, 

sampling_steps = 200, diffusion_samples = 1, step_scale = 1.638, 

sampling_steps_affinity = 200, diffusion_samples_affinity = 5. Primary score: 

affinity_pred_value, reported on the log₁₀(IC₅₀ μM) scale (lower raw values indicate 

stronger binding).  

Runtime Environment: Run on NVIDIA A100 GPU. 

Protenix 

Protenix (Team et al., 2025) is an open-source all-atom AlphaFold3-style 

biomolecular structure predictor developed by ByteDance. It models proteins, ligands, 

nucleic acids, ions, and post-translational modifications within a single prediction 

framework, and supports high-throughput multi-sample inference with custom CUDA 

kernels for computational efficiency. In this benchmark, Protenix was used 

exclusively as a co-folding pose generator for structural quality control; its outputs 

were not included in the affinity or specificity scoring panel. 

GitHub Repository: https://github.com/bytedance/protenix 

Running Parameters: Default settings: N_cycle = 10, N_step = 200. Five samples were 

generated per pair; the highest-ranked sample by ranking_score was selected for 

structural analysis. 

Runtime Environment: Run on NVIDIA A100 GPU. 



 

 

3.4.2 Structure-Based Docking and Affinity Models 

Structure-based docking methods place a ligand into a defined receptor pocket and 

score the resulting pose, and they are included here as the conventional reference 

against which the generative co-folding approach is compared. The mutant receptor 

inputs for this family were produced by in-silico residue substitution on the 

AlphaFold wild-type p110α backbone, so the docking search is performed against an 

essentially orthosteric, ATP-site geometry. This carries a structural limitation that 

must be stated at the outset: the cryptic allosteric pocket engaged by the mutant-

selective inhibitors in the panel, RLY-2608 and STX-478, is not formed in the 

AlphaFold wild-type input, and a search box defined on that structure is centred on 

the orthosteric ATP site. A docking method can therefore only place a ligand where a 

pocket exists in the structure it is given; the allosteric site is physically absent from 

that input, so these methods are not expected to recover allosteric placement 

regardless of scoring quality. 

FlowDock 

FlowDock (Morehead & Cheng, 2025) formulates protein–ligand docking as 

geometric flow matching, learning a continuous vector field that transforms unbound 

apo structures into bound holo conformations for an arbitrary number of binding 

ligands. ESM2 protein language model embeddings (650M) condition the receptor 

representation alongside structural-template features, and both ranked binding poses 

and a continuous affinity estimate are returned per complex. 

GitHub Repository: https://github.com/BioinfoMachineLearning/FlowDock 

Running Parameters: Default settings: n_samples = 5, num_steps = 40, 

sampler = VDODE, sampler_eta = 1.0, use_template = true. Primary score: rank-1 

affinity value. 

Runtime Environment: Run on NVIDIA A100 40 GB GPU. 

DiffDock-L 

DiffDock-L (Corso et al., 2022) is a diffusion-based pose prediction model defined 

over the translational, rotational, and torsional degrees of freedom of the ligand. It is 

the large-scale generalised variant of DiffDock, trained with expanded data and 



 

 

synthetic augmentation. A separate confidence model scores sampled poses; the 

confidence value is a unitless pose-quality estimate rather than a calibrated binding 

affinity. 

GitHub Repository: https://github.com/gcorso/DiffDock 

Running Parameters: Default settings: samples_per_complex = 40, 

inference_steps = 20, actual_steps = 19, no_final_step_noise = true. Primary score: 

rank-1 confidence value. 

Runtime Environment: Run on NVIDIA A100 80 GB GPU. 

GNINA 

GNINA (McNutt et al., 2025) is an open-source molecular docking program that 

augments the AutoDock Vina search engine with convolutional neural network 

(CNN) scoring. Poses are sampled using Vina-style stochastic search and local 

optimisation, then rescored by a CNN that reads a three-dimensional voxel 

representation of the complex to produce a CNN affinity estimate and a pose-quality 

probability. 

GitHub Repository: https://github.com/gnina/gnina 

Running Parameters: Default settings: exhaustiveness = 8, num_modes = 9, CNN 

rescoring enabled, autobox_ligand set to the reference ligand SDF to define the search 

region. Primary score: cnn_affinity. 

Runtime Environment: Run on NVIDIA A100 80 GB GPU. 

AutoDock Vina 

AutoDock Vina (Trott & Olson, 2010) is a widely used open-source molecular 

docking program that combines global stochastic search with local optimisation under 

an empirical scoring function. Receptor structures were prepared and converted to 

PDBQT format using Open Babel (v3.1.0); ligands were prepared using Meeko 

(v0.7.1). The docking search region was centred on the ATP-binding site as defined 

by superposition of the AlphaFold WT p110α model onto the alpelisib co-crystal 

structure (PDB 7PG6), yielding a grid centre of (−2.144, −8.122, 19.129) Å with a 

box size of 26×26×26 Å, sufficient to enclose the full orthosteric ATP pocket. 



 

 

Software Version: AutoDock Vina 1.2.6; Meeko 0.7.1; Open Babel 3.1.0 

GitHub Repository: https://github.com/ccsb-scripps/AutoDock-Vina 

Running Parameters: center_x = −2.144, center_y = −8.122, center_z = 19.129 Å; 

size_x = size_y = size_z = 26 Å; exhaustiveness = 32; num_modes = 9. Primary score: 

top docking energy (kcal/mol; lower is stronger).  

Runtime Environment: Run on CPU. 

TankBind 

TankBind (Lu et al., 2022) segments the receptor into candidate functional pockets 

identified by P2Rank and scores each pocket-ligand combination with a trigonometry-

aware graph neural network that enforces geometric distance constraints. It also 

contains an affinity head trained on negative log-transformed PDBbind Kd/Kᵢ/IC₅₀ 

labels; in this rebuild, primary_score was therefore retained as p-scale rather than as a 

unitless complementarity value. Because the PDB-derived mutant inputs produce 

largely ligand-specific and sometimes variant-invariant scores, TankBind is 

interpreted as ligand-ranking evidence, not as reliable mutation-delta evidence. 

GitHub Repository: https://github.com/luwei0917/TankBind 

Running Parameters: Default settings. P2Rank (v2.3) was used for candidate pocket 

detection. Primary score: maximum pocket affinity prediction (score_pocket2; higher 

is stronger). 

Runtime Environment: Run on NVIDIA A100 GPU. 

3.4.3 Affinity Rescoring Models 

Affinity rescoring models estimate binding affinity from pre-generated protein–ligand 

pose complexes from Boltz-2 and DiffDockL. PLAPT is a sequence-only affinity 

model in this category; because it requires no three-dimensional complex, it received 

the same inputs as the co-folding models (sequence and SMILES) but is categorised 

here as a structure-free affinity baseline. These models are included because a 

rescorer can sharpen the affinity estimate for a given complex, but it does not generate 

geometry of its own: its sensitivity to an oncogenic mutation is therefore bounded by 

the pose it is handed, and it inherits whatever the upstream generator captured or 



 

 

missed, including the allosteric pocket that is absent from the AlphaFold wild-type 

input. A rescoring model can thus register a mutation-driven change in the orthosteric 

site where the supplied pose is well formed, but cannot recover a binding mode, such 

as the allosteric site engaged by RLY-2608 and STX-478, that the underlying pose 

does not contain. 

CheapNet 

CheapNet (Lim et al., 2024) applies differentiable pooling to compress atom-level 

protein–ligand complex graphs into hierarchical cluster representations, then uses 

bidirectional cross-attention between ligand and protein clusters to predict binding 

affinity. Published at ICLR 2025, it achieves state-of-the-art affinity prediction 

performance while maintaining low computational overhead relative to full pairwise 

attention models. 

GitHub Repository: https://github.com/hyukjunlim/CheapNet 

Running Parameters: Default settings. Three independent checkpoints were evaluated; 

the mean prediction (pred_mean) was used as the primary score. Applied 

independently to Boltz-2 and DiffDock-L pose sources. 

Runtime Environment: Run on NVIDIA A100 40 GB GPU. 

GatorAffinity 

GatorAffinity (Wei et al., 2025) is a geometric deep learning affinity model initialised 

from ATOMICA weights pretrained on approximately two million biomolecular 

interaction complexes, then fine-tuned on experimental PDBbind-style structures 

augmented with over one million synthetic IC₅₀-labelled complexes from the SAIR 

database. It consumes three-dimensional pocket–ligand structures and produces a pK-

scale affinity estimate. 

GitHub Repository: https://github.com/AIDD-LiLab/GatorAffinity 

Running Parameters: Default inference settings. Pocket PDB and ligand files were 

derived from Boltz-2 and DiffDock-L pose outputs respectively. Primary score: 

predicted pK value. 

Runtime Environment: Run on NVIDIA A100 GPU. 



 

 

DualBind 

DualBind (M. Liu & Paliwal, 2024) is an SE(3)-invariant structure-based affinity 

model developed by NVIDIA that combines supervised mean-squared error training 

with an unsupervised denoising score matching (DSM) objective on perturbed ligand 

coordinates. The dual-loss design trains an energy-like scoring surface while 

anchoring predictions to labelled affinity data, so the local output requires an explicit 

sign-convention audit before it is interpreted as p-scale affinity. 

GitHub Repository: https://github.com/NVIDIA-Digital-Bio/dualbind 

Running Parameters: Default inference settings. Applied independently to Boltz-2 and 

DiffDock-L pose sources. Primary score: Raw predictions (internal −pK convention)  

Runtime Environment: Run on NVIDIA A100 GPU. 

Protein–Ligand Affinity Prediction using Pretrained Transformers (PLAPT) 

PLAPT (Rose et al., 2024) encodes the protein sequence with ProtBERT and the 

canonical ligand SMILES with ChemBERTa, concatenates the resulting embeddings, 

and passes the joint representation through a branching neural network to predict 

binding affinity on the pIC₅₀ scale. Because it requires no three-dimensional complex, 

any recovered signal reflects protein sequence context and ligand molecular identity 

rather than explicit binding geometry. 

GitHub Repository: https://github.com/trrt-good/PLAPT 

Running Parameters: Default settings: ProtBERT and ChemBERTa embeddings, 

ONNX inference, CUDA-accelerated where available. Primary score: predicted neg-

log affinity mapped to p-scale (higher is stronger). 

Runtime Environment: Run on NVIDIA A100 GPU. 

Graph Interaction-based Graph Network (GIGN) 

GIGN (Yang et al., 2023) is a structure-based binding affinity prediction model that 

constructs interaction graphs from protein–ligand complexes, representing atoms as 

nodes and encoding covalent, non-covalent, and inter-molecular interactions as edge 

features. A hierarchical message-passing scheme propagates information across intra-



 

 

protein, intra-ligand, and protein–ligand edges, and a graph-level readout produces the 

final affinity prediction. GIGN was applied to Boltz-2 pose and DiffDockL inputs. 

GitHub Repository: https://github.com/guaguabujianle/GIGN 

Running Parameters: Default inference settings from the published model checkpoint. 

Applied to Boltz-2 pose source. Primary score: predicted pIC₅₀ value. 

Runtime Environment: Run on NVIDIA A100 GPU. 

Table 3.5 Summarizing all the tools used  

Tool Input Type Output and Scores Interpretation 
Boltz-2 sequence + 

SMILES 
Co-folding with 
affinity head 

Complex structure and log₁₀ 
IC₅₀ (μM), converted to p-
scale 

Higher is 
stronger.  

Protenix sequence + 
SMILES 

Co-folding Complex structure and pose 
only  

No affinity score 

FlowDock 
 

structure + 
ligand 

Geometric flow-
matching docking 
with affinity head 

Ranked complex structure 
and affinity (p-scale) 

Higher is 
stronger. 

DiffDock-L structure + 
ligand 

Diffusion docking 
model 

Docked pose only No affinity score. 

GNINA 1.3 structure + 
ligand 

Vina docking with 
CNN re-scoring  

Docked pose and affinity (p-
scale) 

Higher is 
stronger. 

AutoDock 
Vina  

structure + 
ligand 

Empirical docking 
and scoring 

Docked pose and binding 
energy (kcal/mol) converted 
to p-scale 

Higher is 
stronger. 

TankBind structure + 
ligand 

Trigonometry-
aware network 
predicts binding 
pose and affinity-
like pocket score | 

Docked pose and Affinity 
Score (p-scale) 

Higher is 
stronger.  

CheapNet 
 

Boltz-2 / 
DiffDock-L 
pose 

Hierarchical cross-
attention rescoring 

Affinity value on docked (p-
scale) 

Higher is 
stronger. 

Gator Affinity 
 

Boltz-2 / 
DiffDock-L 
pose 

Geometric affinity 
regressor trained 
on synthetic data 
from Boltz-1x 

Affinity value on docked 
structure (p-scale) 

Higher is 
stronger. 

DualBind Boltz-2 / 
DiffDock-L 
pose 

Supervised MSE + 
denoising score 
matching 

ΔG affinity score on docked 
structures (p-scale) 

Higher is 
stronger. 

GIGN Boltz-2 / 
DiffDock-L 
pose 

Geometric 
interaction graph 
neural network 

p-scale score on docked 
structure 

Higher is 
stronger. 



 

 

PLAPT sequence + 
SMILES 

BERT affinity 
model 

p-scale score, negative-log 
affinity prediction 

Higher is 
stronger.  

3.4.4 Conversion to p-scale 

All activity measurements (IC₅₀, Kᵢ, Kd) were converted to p-scale using: 

1 = − log'$ *
'

mol L-1- 

where c is the measured value in molar units and the division strips the unit to leave a 

dimensionless unit. For example, an IC₅₀ of 10 nM gives p = −log₁₀(10⁻⁸) = 8.0. This 

convention follows ChEMBL (Bento et al., 2014) and is identical to the pK 

convention used in PDBbind (Wang et al., 2004) the primary training corpus for most 

tools evaluated here which output pK directly and therefore no need of conversion. 

Boltz-2 reports log₁₀(IC₅₀ / μM), giving p = 6.0 − log₁₀(IC₅₀ / μM); AutoDock Vina 

reports ΔG (kcal mol⁻¹), giving p = −ΔG / 1.3633 via ΔG = RT ln Kd at 298 K (RT ln 

10 = 1.3633 kcal mol⁻¹); and DualBind stores predictions in the −pK convention, 

giving p = −(raw output). 

Where only IC₅₀ was available but Kᵢ was required, the Cheng–Prusoff equation  

G* =
HI+$
1 + [L]

G,
 

was applied using the reported substrate concentration [S] and Michaelis constant Kₘ. 

The per-tool conversion formulae are summarized in Table 3.6. 

Table 3.6 Conversion of raw tool outputs and experimental measurements to the 
common p-scale (negative base-10 logarithm in molar units) 

Tool Native output Raw example Conversion formula p-scale value 

Experimental 

IC₅₀ 

IC₅₀ (nM) 4.3 nM −log₁₀(4.3 × 10⁻⁹) 8.37 

Experimental Kᵢ Kᵢ (nM) 8.0 nM −log₁₀(8.0 × 10⁻⁹) 8.10 

Boltz-2 log₁₀(IC₅₀/μM) 0.62 6.0 − 0.62 5.38 



 

 

AutoDock Vina ΔG (kcal mol⁻¹) −9.52 −(−9.52) / 1.3633 6.98 

DualBind −pK (raw output) −7.32 −(−7.32) 7.32 

TankBind pK (−log₁₀ M) 7.89 Conversion not needed 7.89 

GatorAffinity pK 8.21 Conversion not needed 8.21 

CheapNet pK (pred_mean) 7.45 Conversion not needed 7.45 

GIGN pIC₅₀ 6.83 Conversion not needed 6.83 

GNINA pK (cnn_affinity) 7.12 Conversion not needed 7.12 

PLAPT pK (neg-log) 7.34 Conversion not needed 7.34 

3.5 Evaluation axis 
P-scale affinity, cross-docked specificity, delta p-scale affinity, and pose correctness 

each required a distinct evaluation strategy. 

3.5.1 P-scale affinity and delta p-scale affinity 
Affinity was ranked using Spearman's rank correlation coefficient. Spearman’s ρ 

measures whether a tool preserves the experimental ordering of ligand–variant entries, 

rather than whether the predicted values match the experimental values exactly. This 

was appropriate because different tools may produce shifted or compressed score 

ranges while still correctly ranking stronger and weaker binders. 

For each tool, predicted and experimental p-scale values were independently ranked. 

For the i-th entry, the rank difference was calculated as: 

N*=O(5P(1OQNR'4QN*)	-	O(5P(QS1QOR2Q54(T*) 

Spearman’s coefficient was then calculated as: 

 

U=	1-
6∑ N*-.

*='
5(5--1)  

 

A value of U= +1 indicates that the tool ranks all entries in exactly the same order as 

the experimental data. A value of ρ= -1 indicates a perfectly reversed ranking, while a 



 

 

value close to 0 indicates no monotonic relationship between predicted and 

experimental affinity order. 

Because the curated p-scale subset is small (n = 19), a permutation test was used to 

assess whether the observed rank correlation was stronger than expected by chance. In 

each of 2,000 iterations, the experimental p-scale values were randomly shuffled, 

breaking any real association between prediction and experiment. Spearman’s ρ was 

then recomputed for each shuffled dataset to generate a null distribution of 

correlations expected under random ranking 

The permutation p-value was calculated as: 

1=
5/012/,/+1
2001  

Where 5/012/,/ is the number of permutations in which: 

 XU#/2,31/4X>= |U567/28/4| 

The added pseudo-count prevents zero p-values. A permutation p-value below 0.05 

was interpreted as evidence that the observed ranking was unlikely to arise by chance. 

3.5.2 Cross-docked specificity 
Cross-docked specificity asked whether each tool assigned stronger oriented scores to 

positive controls than to negative controls. For each tool, raw outputs were converted 

to oriented scores before calculating discrimination metrics, ensuring that larger 

values consistently represented stronger predicted binding, or confidence, depending 

on the score type. 

• AUROC was computed independently for each tool; scores from different 

tools were never placed in the same ranked list. 

• AUROC is rank-based and does not require a common scale across tools, it 

measures only whether each tool ranks positive above negative controls. 

The broad specificity task contained 202 ligand-variant rows: 52 broad positives and 

150 negative controls, described in Table 3.7. 

 

 



 

 

Table 3.7 Specificity-label used for AUROC/AP analysis (n=202). 

Role Count Explanation 

Negative control 150 Decoy ligands. 

Positive control 19 IC₅₀ or Kᵢ data present. 

Positive control 33 

Weaker evidence like qualitative activity reports, 
active compounds without exact IC₅₀ values. 
Ligand-variant pairs without a usable specificity 
label were excluded from the AUROC/AP 
analysis; these are listed in Table 3.8. 

Table 3.8 Specificity-excluded ligands from AUROC/AP (n=98). 

 

The area under the receiver operating characteristic curve (AUROC) measures the 

probability that a randomly chosen positive receives a higher score than a randomly 

chosen negative. It is computed by sweeping through all possible classification 

thresholds and plotting the true positive rate against the false positive rate: 

Ligand Count Variants excluded 

RLY-2608 7 H1047L, C420R, N345K, Q546K, R88Q, G1049R, M1043I 

STX-478 7 E726K, C420R, N345K, Q546K, R88Q, G1049R, M1043I 

ZSTK474 14 E542K, E545K, H1047L, H1047R, E726K, Q859H, Q859K, 
W780R, C420R, N345K, Q546K, R88Q, G1049R, M1043I 

Alpelisib 8 E542K, C420R, G1049R, H1047L, M1043I, N345K, 
Q546K, R88Q 

Buparlisib 10 H1047L, E726K, Q859H, Q859K, C420R, N345K, Q546K, 
R88Q, G1049R, M1043I 

Copanlisib 14 E542K, E545K, H1047L, H1047R, E726K, Q859H, Q859K, 
W780R, C420R, N345K, Q546K, R88Q, G1049R, M1043I 

Inavolisib 7 H1047L, C420R, N345K, Q546K, R88Q, G1049R, M1043I 

Pictilisib 10 E542K, E545K, H1047L, H1047R, C420R, N345K, Q546K, 
R88Q, G1049R, M1043I 

Serabelisib 11 H1047L, E726K, Q859H, Q859K, W780R, C420R, N345K, 
Q546K, R88Q, G1049R, M1043I 

Taselisib 10 E542K, E545K, H1047L, H1047R, C420R, N345K, Q546K, 
R88Q, G1049R, M1043I 



 

 

AUROC=Y TPR *FPR-1(S)-
'

$
NS 

AUROC ranges from 0.5, meaning random guessing, to 1.0, meaning perfect 

separation. It summarises rank separation across all thresholds but can be misleading 

when the positive class is small; a large negative background can produce a high 

AUROC even when precision at high recall is poor. 

 

Average precision (AP), the area under the precision-recall curve, addresses this 

limitation. Precision is the fraction of positives among the top (k) scored items, while 

recall is the fraction of all positives captured at that cutoff. AP is calculated as: 

AP=Z[(P)
.

9='
⋅ 1{rank P is positive} 

where (P(k)) is precision at the cutoff that includes the top (k) predictions. AP ranges 

from 0 to 1 and rewards models that rank positives early. In both specificity tasks the 

positive class was smaller than the negative class, making AP the more diagnostically 

useful metric. A high AP means the tool consistently places known positive controls 

ahead of negative controls. 

3.5.3 Pose correctness 

Because several downstream models operate on predicted protein-ligand geometries, 

pose correctness was evaluated as an independent benchmark axis rather than inferred 

from affinity or specificity performance. Strict structural assessment was limited to 

ligand-variant cases with matched crystallographic protein-ligand complexes, 

allowing generated poses to be compared against experimental reference ligand 

positions. 

The strict reference set contained six direct PIK3CA complex structures (Table 3.9). 

Orthosteric references were used to test conventional ATP-site placement, while 

allosteric references were used to test whether generated poses localized ligands to the 

cryptic allosteric site rather than defaulting to the orthosteric pocket. Only the selected 

ligand component was used as the strict reference ligand; additional ligands in the 

same structure were removed.  



 

 

Table 3.9 Crystal structures used for strict structural pose assessment  

PDB ID Reference ligand Variant  Binding site 

7PG6 Alpelisib (1LT) WT/reference Orthosteric 

8AM0 Inavolisib (MWF) WT/reference Orthosteric 

8EXL Taselisib (799) WT/reference Orthosteric 

8TSD RLY-2608 (XUZ) WT/reference Allosteric 

8TDU STX-478 (ZWE) WT/reference Allosteric 

8TGD STX-478 (ZWE) H1047R Allosteric 

 

Generated poses from Boltz-2, Protenix, and DiffDock-L were evaluated against these 

references. Boltz-2 and Protenix were treated as co-folding or complex-generation 

pose sources, whereas DiffDock-L was treated as a docking pose generator using 

prepared protein structures. Pose-dependent rescoring tools were not treated as 

independent pose generators; their structural interpretation followed the Boltz-2 or 

DiffDock-L pose source used as input. 

LRMSD was used as the primary geometric metric, following the local-pocket 

alignment protocol established by the CASF-2016 benchmark (Su et al., 2019). The 

predicted protein structure was aligned to the crystallographic reference using Cα 

atoms within the binding-site environment; the resulting transformation was then 

applied to the ligand, and heavy-atom displacement was computed via RDKit 

maximum-common-substructure mapping. This approach measures ligand placement 

relative to the pocket rather than global protein-frame differences. Values ≤ 2 Å were 

treated as successful pose recovery, consistent with the CASF-2016 threshold. 

PoseBusters (Buttenschoen et al., 2023) is a comprehensive validation suite that 

evaluates chemical and physical plausibility of predicted ligand poses. It applies a 

series of modular checks covering ligand geometry (bond lengths, angles, ring 

puckers), protein-ligand steric clashes, internal steric clashes, intramolecular 

hydrogen bonding, stereochemistry, and RMSD-based pose agreement. The redocking 

preset was used, which applies 21 module functions comprising 46 boolean checks. 

The Python API was called as: 



 

 

PoseBusters(config="redock", max_workers=0)x 

with the generated ligand SDF as mol_pred, the matched reference ligand SDF 

as mol_true, and the extracted reference protein as mol_cond. Full per-check boolean 

reports were retained for each pose, allowing individual failure types, such as steric 

clash, RMSD threshold, or stereochemistry violations. Three checks related to 

crystallographic water or cofactor distances are not applicable to the complexes 

evaluated here and were excluded from interpretation. 



 

 

4. Results and Discussion 

4.1 Scope of the analysis 

This chapter is organized around four analysis questions rather than a single overall 

ranking of tools. The same numerical output can look strong for different reasons. A 

tool may rank experimental affinities well, separate target-relevant cases from 

negative controls, respond correctly to mutation, or simply inherit a plausible pose 

from the structure generator that feeds it. Each of these behaviours is evaluated 

separately so that confidence, affinity, and pose correctness are not collapsed into a 

single claim. 

Four distinct axes structure the analysis.  

1) P-scale affinity (n = 19), which asks whether tool scores preserve the 

experimental p-scale ordering of ligand-variant pairs; performance is 

measured by Spearman rank correlation and meaningful-gap pairwise 

concordance.  

2) Cross-docked specificity (n = 202), which asks whether tool scores separate 

positive controls from negative controls across the full labelled pair set; 

performance is measured by AUROC and average precision (AP).  

3) Delta p-scale affinity (n = 9 paired WT–mutant comparisons), which asks 

whether tool scores move in the experimentally observed direction when only 

the variant is changed, with sign accuracy on the five significant Δp values 

(|Δp| ≥ 0.30) as the primary indicator. 

4) Pose correctness (n = 6 crystallographic references), which asks whether the 

generated ligand pose sits in the reference binding pocket; LRMSD, 

PoseBusters chemical validity checks 

4.2 Results 

4.2.1 P-scale affinity 

This analysis tested whether tool scores preserved the experimental ordering of 

ligand-variant pairs on the curated biochemical subset (n = 19; 14 IC��­derived and 5



 

 

Kᵢ-derived values). The endpoint mix and small size mean the subset is treated as a 

rank-ordering test rather than as a calibrated affinity benchmark. 

 

Figure 4.1. Spearman rank correlation (ρ) between tool scores and experimental p-
scale affinity across the curated biochemical subset 
the median ρ; horizontal bars are bootstrap 95% confidence intervals (2,000 resamples 
of n = 19 with replacement, 2.5th– 97.5th percentiles). The shaded green region marks 
positive correlation (ρ > 0), indicating tools that recover the correct experimental rank 
ordering. Tools left of the dashed zero-line anti-correlate with measured affinity. 

GatorAffinity rescoring on Boltz-2 poses achieved the highest rank recovery (ρ = 

0.85, Figure 4.1), followed by Boltz-2 scoring its own co-folded

Applying GatorAffinity to DiffDock-L poses yielded a weaker correlation (ρ = 0.62), 

showing that ligand pose affects rescoring performance. GNINA and DiffDock-L 

produced modest positive correlations (ρ = 0.50 and 0.47, respectively), although 

DiffDock-L remains a confidence output rather than an affinity predictor. Placing all 

tools on the p-scale did not guarantee useful rank recovery: TankBind remained near 

zero (ρ = −0.11), Vina anti-correlated (ρ = −0.44), and DualBind anti-correlated on 

both pose sources, most strongly on Boltz-2 poses (ρ = −0.77).  Rank recovery is a 

weaker test than absolute potency prediction.  

(n = 19 pairs). Each point is

complex (ρ = 0.80).



 

 

The p-scale analysis shows that p-scale output is not itself evidence of reliable affinity 

capture. GatorAffinity on Boltz-2 poses and Boltz-2 carried the clearest ligand-rank 

signal, whereas TankBind, Vina, and DualBind produced weak or inverted 

correlations on this target-specific panel. 

4.2.2 Cross-docked specificity 
This analysis asked whether each tool assigned stronger oriented scores to positive 

controls than to negative controls across the labelled cross-docked pair set (n = 202; 

52 broad positives and 150 negative controls). The broad positive class spans all four 

evaluation axes, p-scale affinity, cross-docked specificity, delta p-scale affinity, and 

pose correctness, so the result is interpreted as benchmark-label separation rather than 

a single clean experimental task. 

Figure 4.2. AUROC and average precision (AP) for the broad cross-docked 
specificity task (52 positives, 150 negative controls). Both metrics measure how well 
each tool separates known PIK3CA binders from non-binders. The dashed line marks 
random performance. 

GatorAffinity on Boltz-2 poses achieved the highest AUROC (0.88, Figure 4.2), 

indicating the strongest overall separation between active and inactive compounds. 

DiffDock-L led on AP (0.79), meaning it pushed the most positives to the top of its 

ranked list. However, DiffDock-L outputs only a geometric docking confidence score 

rather than an affinity estimate, its AP advantage came from that score happening to 

assign low values to several negative controls, not from any calibrated potency 



 

 

prediction. Boltz-2 alone was competitive on both metrics (AUROC = 0.83, AP = 

0.71) without requiring a separate rescoring tool. Because the positive class is smaller 

than the negative background, AP is the more diagnostically useful of the two metrics 

here: low positive prevalence depresses precision at high recall, so strong AP values 

indicate that a tool consistently places the comparatively scarce positive controls 

ahead of the negative background rather than exploiting a large, easily separated 

negative pool. 

 

Figure 4.3. ROC and precision–recall curves for the four top tools on the broad cross-
docked specificity task (52 positives, 150 negatives) for each tool. The dashed line in 
the PR panel marks the random performance, a tool with no signal would achieve 
precision equal to the positive-class prevalence (0.26) at every recall level. All four 
tools sit well above it, confirming meaningful discrimination. The PR curves appear 
weaker than the ROC curves because precision is sensitive to the 3:1 class imbalance 
(150 negatives to 52 positives): false positives accumulate as recall increases, pulling 
precision toward the prevalence baseline even when ranking is sound, whereas ROC 
normalizes within each class and is unaffected. The stepwise (staircase) shape of both 
curves reflects the modest number of positives, where each positive shift recalls by 
roughly 2%. 



 

 

 

4.2.3 Delta p-scale affinity (Δp) 
This analysis asked whether the tools captured the direction and approximate size of 

mutation-induced affinity changes when the ligand and assay endpoint were held 

constant. The test used the nine paired WT–mutant entries defined in Section 3.3 

(Table 3.4), covering inavolisib, alpelisib, STX-478, and RLY-2608 against E542K, 

E545K, and H1047R. Five of the nine experimental deltas met the |Δp| ≥ 0.30 

threshold for a two-fold or greater shift. Performance was assessed by Spearman 

correlation between predicted and experimental deltas, directional sign accuracy on 

all nine pairs, and sign accuracy restricted to the five significant Δp values. 

Figure  4.4.  Idelalisib  (PI3Kδ­selective,  weakly  active  on  PIK3CA)  docked  onto
p110α.  Left:  PI3Kδ  crystal  pose  (PDB  4XE0).  Centre:  DiffDock­L  prediction
(confidence  −1.43,  correctly  low).  Right:  Boltz­2  prediction  (confidence  0.92,
predicted p­scale 6.59; inconsistent with its weak PI3Kα activity).

Idelalisib is weakly active on PIK3CA and serves as a negative control here. Both

tools place it in the orthosteric pocket of p110α, but they diverge in what they report:

DiffDock­L assigns a low docking confidence (−1.43), correctly flagging it as a poor

binder, while Boltz­2 assigns high confidence (0.92) and a strong predicted p­scale of

6.59. This is why DiffDock­L leads on AP while Boltz­2 leads on p­scale ranking.



 

 

 

Figure 4.5. Spearman rank correlation between predicted and experimental WT–
mutant Δp values across nine paired cases, for each tool and pose. The shaded green 
region marks positive correlation, tools to the right correctly track the direction and 
magnitude of mutation-driven potency shifts. The right numeric column (x/5) shows 
how many of the (|Δp| ≥ 0.30, approximately two-fold or greater shift in potency) 
were signed in the correct direction. 

CheapNet on Boltz­2 poses produced the strongest Δp signal (ρ = 0.75, Figure 4.5)

and correctly signed all five significant Δp values. GatorAffinity on Boltz­2 poses

ranked second (ρ = 0.67), also with 5/5 correct directions. TankBind (ρ = 0.37) and

DualBind on Boltz­2 poses (ρ = 0.13) did not recover the mutation­driven shifts. Two

observations stand out. First, the tools that led on Δp capture were not the same as

those that led on absolute p­scale ranking; mutation response and ligand­affinity

ranking are separate capabilities, so strength on one axis does not imply strength on

the other. Second, pose source mattered: the leading rescoring tools used Boltz­2

poses, while the same models on DiffDock­L poses showed substantially weaker

results.



 

 

 

Figure 4.6. Predicted versus experimental Δp for CheapNet and GatorAffinity on 
Boltz-2 poses. The dashed line is perfect agreement (predicted = experimental); the 
shaded band marks |Δp| ≥ 0.30, the two-fold shift threshold. Squares are allosteric 
cases (RLY-2608, STX-478); circles are orthosteric pocket ligands. 

4.2.4 Pose correctness 
Score-level performance can be inherited from a plausible underlying pose, so pose 

correctness was evaluated separately on the six crystallographic references in Section 

3.5.3 (three orthosteric, three allosteric). LRMSD after local pocket alignment was 

used as the primary geometric metric, with LRMSD ≤ 2 Å treated as successful pose 

recovery. PoseBusters failure-mode breakdown were used as complementary 

measures. 



 

 

 

Figure 4.7. LRMSD for Boltz-2, Protenix, and DiffDock-L across six crystallographic 
references. Left: orthosteric references; right: allosteric references (note the different 
y-axis scales). Lower LRMSD indicates closer agreement with the crystal pose. 

 

All three tools recovered the orthosteric crystal poses within 2 Å (Figure 4.7), Boltz­2

was the most accurate (0.58 Å for alpelisib), followed by DiffDock­L and Protenix.

None recovered the allosteric pocket: every allosteric comparison returned LRMSD

above 19 Å, consistent with wrong­site placement in the orthosteric ATP pocket rather

than the allosteric site. PoseBusters were consistent with the LRMSD results, except

for Protenix, which failed at least one PoseBusters check on 35.5% of its top poses

(Boltz­2: 3.5%) when run without training­free guidance (­­use_tfg_guidance),

producing chemically invalid ligand geometries despite correct pocket placement and

therefore was dropped from further evaluation.



 

 

Figure 4.8. PoseBusters failure-mode breakdown across the six crystallographic 
references, for the two co-folding pose generators (Boltz-2 and Protenix). Bars show, 
per tool, the number of references (of 6) in which at least one PoseBusters check in 
the named category failed. The steric-clash category uses a very tight pairwise-
distance threshold and is tripped on every reference for every cofolding tool, so it is 
reported as context rather than as a discriminating metric. Volume overlap, RMSD > 
2 Å, and stereochemistry are the categories that separate the two tools. 

Overall, pose correctness split sharply by binding-site class: all three pose generators 

recovered the orthosteric pocket; none recovered the allosteric pocket on any 

reference or metric. Any score-level claim about RLY-2608 or STX-478 therefore 

rests on a pose that does not localise to the experimentally observed site. 

4.2.5 Allosteric Pocket Recognition 

The benchmark asks each tool to place a ligand into one of two structurally distinct 

PIK3CA pockets. The orthosteric ATP-site cleft sits between the N- and C-lobes of 

the kinase domain and is the binding region for the four PI3Kα-selective and the four 

pan-PI3K inhibitors in the panel. The allosteric pocket lies on the opposite face of the 

Four PoseBusters categories were assessed: steric clash (atom pairs below a van­der­

Waals threshold), volume overlap (ligand atoms inside protein density), RMSD > 2 Å

(pose displaced from crystal reference), and stereochemistry (incorrect chirality or

geometry). Steric clash failed on every reference for both tools, an artefact of the tight

threshold, not a real clash. The other three separated them (Figure 4.8): Boltz­2 had

one volume­overlap and two stereochemistry failures (inavolisib and STX­478 in

8TGD); Protenix had three volume­overlap failures and none for stereochemistry.

Both failed RMSD on the same three allosteric references (wrong­site placement,

Figure 4.7). Combined with its higher failure rate across the benchmark, PoseBusters

supports dropping Protenix from downstream evaluation.

Boltz­2 was selected as the primary pose source on three grounds: lowest orthosteric

LRMSD (0.58 Å vs. 0.91 Å), fewer volume­overlap failures (1 vs. 3 of 6), and

stereochemistry failures limited to two references (inavolisib and STX­478 in 8TGD)

rather than a systematic deficiency. Protenix avoided that chirality error but at the cost

of worse LRMSD and more volume overlap. These chirality errors are a noted

limitation and do not affect the affinity­ranking conclusions.



 

 

kinase domain, is cryptic in the apo form, and is the binding region of RLY-2608 and 

STX-478.  

 

                                 

Figure 4.9. Pocket Blindness of Boltz-2 on the Allosteric Inhibitor RLY-2608. Boltz-2 
predicted complex superimposed on the crystal structure (PDB: 8TSD). The crystal 
pose (red) places RLY-2608 in the allosteric site, whereas the Boltz-2 prediction 
(green) places it in the orthosteric ATP pocket with a confidence score of 0.91. 

 

The orthosteric site is conserved across all variants and is well represented in kinase-

inhibitor training data, making it familiar to both docking and co-folding models. The 

allosteric site, by contrast, is largely absent from ligand-bound PIK3CA structures and 

requires a conformational rearrangement not apparent from the apo backbone; most 

tools will have encountered few or no examples of it.  

  



 

 

5. Conclusion and Future Scope 

5.1 Summary of Findings 

A 300-pair benchmark matrix was constructed by crossing 15 p110α variants with 20 

ligands spanning approved PI3Kα inhibitors, clinical candidates, allosteric 

compounds, isoform-selective agents, kinase decoys, and structural negative controls. 

A high-confidence biochemical affinity subset (n = 19) was assembled from 

recombinant PI3Kα assay measurements in primary literature and BindingDB; nine 

WT–mutant delta pairs were derived from the same sources; and six crystallographic 

structures provided orthosteric and allosteric pose correctness ground truth. 

5.2 Conclusions 

The broader affinity and specificity results support this conclusion GatorAffinity on 

Boltz-2 poses gave the strongest experimental p-scale rank, while GatorAffinity and 

The evaluated scoring and pose­generation panel separated across four independent

axes. GatorAffinity on Boltz­2 poses produced the strongest p­scale Spearman

correlation (ρ = 0.855). On cross­docked specificity, GatorAffinity led on AUROC

(0.879) and DiffDock­L led on average precision (0.789). On mutation response,

CheapNet on Boltz­2 poses produced the strongest Δp Spearman correlation (ρ =

0.750) and, like GatorAffinity (ρ = 0.667), correctly signed all five significant Δp

values (|Δp| ≥ 0.30). On pose correctness, Boltz­2, Protenix, and DiffDock­L all

reached low LRMSD on orthosteric references, while the four pose generators placed

the allosteric ligands in the orthosteric site across all three allosteric test cases.

The central question of this study is, when a mutation remodels the PIK3CA active

site, does the model register that the same inhibitor now engages a different target?

The Δp analysis tested this directly by asking whether predicted scores changed in the

correct direction when the same inhibitor was compared between wild­type and

mutant p110α. CheapNet and GatorAffinity on Boltz­2 poses captured the direction of

all five significant Δp values, with moderate rank agreement for the size of these

shifts. This is the most important, if preliminary, signal: the models were able to detect

small mutation­dependent changes, from modest shifts such as inavolisib E542K to

larger effects such as STX­478 H1047R, approaching at an experimental scale.



 

 

DiffDock-L performed best on broad specificity by AUROC and average precision. 

These results indicate that current tools can prioritise PI3Kα-relevant inhibitors and 

recover useful potency. Boltz-2, Protenix, and DiffDock-L recovered orthosteric 

crystal poses with low LRMSD, showing that current pose generators are strong when 

the binding site is conserved and well represented in the training data corpus, 

however, all allosteric references failed with LRMSD values above 19 Å. The RLY-

2608 allosteric inhibitor also shows the danger of overconfident in these generative 

models even after wrong placement. The idelalisib binding to delta- isoform and not 

the alpha-isoform compliments it.  

Further structural validation with PoseBusters showed that generated complexes still 

contain chemically important failure modes, including steric-clash flags, volume 

overlap, and stereochemical errors. This demonstrates that even when a model places 

a ligand in a plausible binding pocket or assigns a high confidence score, the resulting 

complex is not necessarily physically valid at the atomistic level. More broadly, these 

errors also show why model scaling alone is not sufficient. Larger training sets should 

improve protein–ligand prediction, and recent affinity models already suggest 

performance gains from large-scale structural pretraining, but the benefit depends on 

what is being scaled. If the data are dominated only by well-sampled protein families, 

it will only make models better at those common cases. Rare but important cases, 

such as mutant conformations, isoform-selective binding, inactive pairs, and allosteric 

states, need equally high-quality representation in training data. 

 

5.3 Limitations 

Several limitations bound the interpretation of the findings reported in this thesis. 

First, the p-scale subset is small and endpoint-mixed (n = 19;

Kᵢ-derived). The Kᵢ-only subset

specific claims; it is used only as a caveat check. Bootstrap 95 % intervals for the 

Spearman ρ values span approximately ±0.30 for most tools on this subset. 

Second, the Δp analysis uses nine paired WT–mutant cases, of which five meet the 

|Δp| ≥ 0.30 significance threshold. A single mis-signed prediction changes the sign 

accuracy by 20 percentage points. Permutation p-values remain above 0.05 for most 

14 IC��­derived and 5

has only five rows, which is insufficient for Kᵢ­



 

 

tools even when sign accuracy appears high, so Δp results are reported as preliminary 

signals rather than as established performance estimates. 

Third, the broad cross-docked specificity labels are heterogeneous. The 52 broad 

positives include biochemical numeric evidence, qualitative activity, resistance-

context, and structural support. Tools that rank any PIK3CA-associated case highly 

will benefit from this breadth. The stricter biochemical-positive versus negative 

subset (n = 19 vs n = 150) consistently produces lower AUROC and AP values and is 

the more defensible specificity estimate for biochemical claims. 

Fourth, all pose correctness conclusions rest on six crystallographic references (three 

orthosteric and three allosteric). The orthosteric success rate is consistent across tools, 

but the allosteric failure pattern, while uniform, rests on three references per pose 

source and cannot be quantified as a precise rate estimate. Failure on STX-478 and 

RLY-2608 may partly reflect the absence of public allosteric PIK3CA training data 

rather than a fundamental algorithmic limit. 

Finally, the mutant input structures used for classical docking inputs were produced 

by in-silico residue substitution on the WT AlphaFold backbone. Backbone drift 

between WT and mutant inputs was small. Tools that respond to mutation on these 

inputs therefore respond mainly to local side-chain geometry and energy rather than to 

global conformational rearrangement. Whether these local signals generalise across 

the full oncogenic hotspot and resistance panel remains an open question that would 

require a larger paired experimental dataset to resolve. 

5.4 Future Directions 

Allosteric pose prediction remains the principal open problem. Across the pose 

generators evaluated here, allosteric LRMSD stayed above 19 Å in every case, 

consistent with the near-absence of PIK3CA allosteric co-crystal structures in public 

training data. The near-term priority is to generate such structures and use them as 

fine-tuning data for co-folding models or as structural templates for a pocket-opening 

docking step applied before any blind co-folding run. 

 



 

 

A post-processing geometry-repair step using PLIP or force-field optimisation would 

be straightforward to implement and is a practical prerequisite for applying ABFE or 

RBFE calculations to the high-confidence biochemical subset, which would directly 

test whether the GatorAffinity correlation ceiling reflects a limit of pose quality or of 

the scoring function. 

Finally, because the benchmark is organised around clinically observed variants rather 

than PIK3CA-specific chemistry, the 300-pair matrix design is transferable to other 

oncogenic kinase targets with comparable clinical variant and resistance-mutation 

data; EGFR T790M/C797S, BRAF V600E, and ALK resistance panels are natural 

candidates. Applying the same framework to one or two additional targets would test 

whether the performance profiles observed here generalise beyond the PIK3CA 

system to mutation-aware affinity prediction as a general task. 
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